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Abstract— Robots deployed with limited local computation
and intermittent remote support need efficient ways to improve
an existing policy. Such a policy may already capture task intent
and propose reasonable actions, yet local inaccuracies can still
cause failures. Further fine-tuning or reinforcement learning
can require costly optimization or additional interaction. This
motivates us to investigate whether a useful action proposal can
itself serve as the target of adaptation. We introduce Action
Sequence Residual Refinement (ASRR) to test this hypothesis.
ASRR keeps the base policy frozen and trains a lightweight
refiner offline from cached policy outputs and existing demon-
strations. The refiner predicts a small residual over each
proposal, optionally using policy-side context. On π0.5, context-
conditioned ASRR improves average success across the four
LIBERO suites by 14.4 percentage points. Across checkpoints
from the same fine-tuning run, ASRR raises average success
from 62.0% to 80.9% at 5k and from 91.3% to 95.9% at
30k, supporting the targeted competent-but-imperfect regime.
In adjacent-checkpoint comparisons, recorded cache extraction
and refiner fitting use 25–63% fewer GPU-hours than continued
LoRA optimization. Across three real-robot manipulation tasks,
the same interface improves aggregate success by 6.7 percentage
points. These results establish predicted action sequences as
editable adaptation interfaces and provide a lightweight, offline
approach to improving already capable robot policies.

I. INTRODUCTION

Robot learning has progressed from visuomotor policies
that map observations to low-level control toward policies
that predict temporally structured future actions. Action
Chunking with Transformers (ACT) predicts coherent action
chunks, Behavior Transformers model multimodal behavior
over action sequences, and Diffusion Policy (DP) generates
continuous trajectories through conditional denoising [1]–[3].
More recently, vision-language-action (VLA) systems have
coupled visual and language representations to robot control
at increasing scale [4]–[11]. Despite their architectural differ-
ences, these systems ultimately require an action-generation
mechanism, including autoregressive token prediction, con-
tinuous chunk regression, diffusion, or flow matching, to
produce executable control. Their predicted actions therefore
form a common interface between policy computation and
physical execution.

Practical deployment can constrain the resources available
for further adaptation. Subterranean exploration faces on-
board computation and communication limits [12], while un-
tethered underwater operations contend with low-bandwidth,
intermittent communication [13]. These examples motivate
a broader setting: a robot can execute an existing policy,
but has a limited budget for improving it. In manipulation, a
policy may approach the intended object or placement region
yet fail because of local pose, motion, or timing errors [14],
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Fig. 1. A competent but imperfect policy can produce a useful action
proposal. ASRR edits the output sequence before execution, leaving the
policy unchanged.

[15]. We refer to this practically important setting as the
competent-but-imperfect regime: the base policy already pro-
vides meaningful task behavior, while local action errors still
limit execution reliability.

Existing adaptation strategies can address such failures,
but often at nontrivial cost. Full fine-tuning and parameter-
efficient methods such as adapters or LoRA continue to
optimize policy parameters or internal representations, re-
quiring another round of model training [11], [16], [17].
Dataset aggregation collects learner-induced states, while
residual reinforcement learning and reinforced VLA fine-
tuning may introduce additional interaction, reward or value
optimization, and rollout collection [15], [18]–[21]. These



interventions are valuable when a new skill, representation,
or exploration strategy must be learned. When the base al-
ready produces a useful action proposal, however, repeatedly
updating the policy or collecting additional interaction can
be unnecessarily costly for correcting localized action errors.

This motivates a different adaptation target: the action pro-
posal itself. Predicted chunks and trajectories are normally
treated as commands to execute, but they also encode the
intended near-future behavior of the policy. If the direction
of that behavior is meaningful but locally inaccurate, correc-
tion need not relearn the perception, grounding, and policy
computation that produced it. The predicted action sequence
can instead serve as an editable intermediate representation,
providing a compact surface for post-hoc adaptation.

We introduce Action Sequence Residual Refinement
(ASRR),1 a lightweight offline method for editing action
proposals from a frozen robot policy (Fig. 1). ASRR trains
a small Action Sequence Refiner from cached base-policy
outputs and existing demonstrations. The refiner can operate
on the proposal alone or use policy-side context when addi-
tional information is needed to disambiguate it, and predicts
a conservative residual before the native execution protocol
is applied. Because the base policy remains frozen, refiner
training is performed offline on cached proposals, without
backpropagation through the large policy or reward-driven
interaction.

Our experiments progress from conventional action-
sequence policies to large VLAs. On ACT, action-only
refinement improves insertion success by 21.7 percentage
points; DP shows the value of observation and trajectory-
mode context. On π0.5, ASRR improves all four LIBERO
suites, averaging 14.4 points with suite-specific refiners
and 13.7 points with one shared refiner. The same-run
checkpoint study shows larger absolute gains at earlier
checkpoints. Across three adjacent-checkpoint comparisons,
recorded cache extraction and refiner fitting require 25–
63% fewer GPU-hours than continued LoRA optimization
(Table II). ASRR also yields positive mean gains on the
strong OpenVLA-OFT base. With a Piper arm, it improves
all three real-robot tasks and raises aggregate success by 6.7
percentage points.

Our contributions are threefold:
• Editable action proposals. We establish predicted ac-

tion sequences as editable interfaces, enabling direct
action-level correction instead of further policy opti-
mization.

• Lightweight offline refinement. We introduce ASRR,
which freezes the base policy and learns compact resid-
ual refiners offline from cached proposals and existing
demonstrations, without reward-driven interaction.

• Broad simulation and real-robot validation. Across
action-sequence policies and modern VLAs, ASRR
achieves substantial gains in simulation and on real
robots with a small trainable refiner.

1Project page: https://anonymous-0525.github.io/ASRR/

II. RELATED WORK

a) Action-sequence policies and VLA action gener-
ation: Action-sequence prediction is a mature paradigm
for robot control. ACT showed that action chunking with
temporal aggregation can support precise manipulation, Be-
havior Transformers modeled multimodal behavior through
sequence prediction, and DP introduced generative trajec-
tory modeling for visuomotor control [1]–[3]. VLA policies
combine large-scale visual and language representations with
action generation: RT-1, RT-2, and OpenVLA use tokenized
or autoregressive action prediction [4]–[6], while π0 and
π0.5 generate continuous action chunks through flow-based
models [9], [10]. Octo and SmolVLA further study generalist
and lightweight robot policies [7], [8].

b) Policy adaptation and efficient fine-tuning: Adapt-
ing a pretrained policy is commonly performed by up-
dating model parameters. Full fine-tuning offers flexibility
but becomes increasingly expensive as model size grows.
Parameter-efficient methods reduce this cost: adapters in-
sert small trainable modules into an otherwise frozen net-
work [16], while LoRA represents task-specific updates
through low-rank modifications of existing weights [17].
OpenVLA-OFT further studies efficient VLA adaptation to-
gether with continuous action prediction and parallel decod-
ing [11]. Beyond supervised fine-tuning, ConRFT and CO-
RFT introduce reinforced or offline-RL objectives for VLA
adaptation [20], [21]. Despite differences in supervision and
parameterization, these approaches modify the policy itself.
Our setting instead keeps the selected policy checkpoint fixed
and applies correction after action generation.

c) Residual and corrective control: Residual Policy
Learning and Residual RL established the idea of improving
an existing controller with an additional learned correction,
typically optimized through environment interaction [15],
[19]. ResiP extends this principle to chunked behavior-
cloning policies by learning a closed-loop residual controller
for precise assembly [22]. Recent work further applies cor-
rective control to large and generative robot policies: object-
centric residual RL learns a simulation-trained residual over a
frozen VLA [23], while FlowCorrect adapts flow-based poli-
cies from sparse human corrections at deployment time [24].
ASRR shares the goal of preserving useful base behavior,
but uses a different correction regime: it learns offline from
existing demonstrations and directly refines the predicted
action sequence without online reinforcement learning or
deployment-time corrective feedback.

III. ACTION SEQUENCE RESIDUAL REFINEMENT

ASRR follows a simple principle: once a robot policy
produces a meaningful future action sequence, adaptation
can act directly on that proposal while the generating policy
remains fixed. Given a frozen base policy, ASRR takes the
proposed sequence as its primary input, optionally augments
it with context already exposed by the policy, and predicts a
lightweight residual in the same action space. The refined
proposal is then passed to the policy’s original temporal
execution mechanism. Training uses cached base proposals
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Fig. 2. ASRR refines the action sequence proposed by a frozen policy. Demonstrations supervise offline sequence editing; deployment applies the refined
proposal through the base policy’s native execution rule.

paired with demonstration actions, so only the small refiner
is optimized (Fig. 2).

A. Editing a Frozen Action Proposal

Let fbase denote a frozen action-generating policy. At
control time t, it maps observation ot and optional task or
language condition ct to

Ab,t = fbase(ot, ct) = [a0b,t, . . . , a
Hp−1
b,t ] ∈ RHp×da , (1)

where Hp is the prediction horizon and da is the dimension
of the policy-native action representation. ASRR treats Ab,t

as an editable proposal. In its minimal form, an Action
Sequence Refiner maps this proposal to a residual ∆At =
Rθ(Ab,t), which is composed as

Ãt = Ab,t + α(M ⊙∆At), (2)

where α controls correction strength and M masks action
coordinates or timesteps. The final residual projection is
initialized to zero, so the composed controller initially re-
produces the frozen base exactly.

The residual formulation is designed for proposals that
already contain useful task structure, so the refiner only needs
to make local corrections. When the proposal is already close
to successful execution, large residuals are unnecessary and
potentially harmful. ASRR therefore limits its intervention
through zero initialization, masks, bounds, and residual scale.

B. Action-Only and Context-Conditioned Refinement

The minimal variant, which we denote ASRR-A, operates
only on the predicted action sequence. It directly tests
whether the proposal contains enough information for correc-
tion and avoids introducing a separate perception pathway.

For some policies, however, similar proposed trajectories
may require different edits depending on robot state, task, or
latent generation mode. We therefore define ASRR-C, which
conditions refinement on the policy-side context available in
the chosen configuration.

The refiner represents each proposed action as an editable
token,

xh = ϕa(a
h
b,t) + ph, h = 0, . . . ,Hp − 1, (3)

where ϕa is a lightweight action encoder and ph is a tem-
poral positional embedding. We distinguish global context
zt, shared across the sequence, from per-step context gt,h
aligned with the h-th proposed action. The fused represen-
tation and residual are

uh = xh + ϕz(zt) + ϕg(gt,h), (4)

∆At = ψθ

(
Encθ(u0:Hp−1)

)
. (5)

Here, ϕz and ϕg are lightweight projections that map global
and per-step context into the action-token embedding space,
Encθ is a lightweight temporal sequence encoder, and ψθ

is the residual prediction head. For ASRR-A, both context
terms are omitted and uh = xh; ASRR-C includes the
context terms specified by its configuration. Global context
may contain qpos, low-dimensional observations, task em-
beddings, or trajectory-mode summaries, whereas per-step
context may contain denoising or action-generation hidden
features aligned with individual actions. This separation
provides a common interface across policy families: the
edited object is always the action sequence, while available
conditioning depends on what the frozen policy exposes.



When conservative edits are desirable, we optionally
bound the residual coordinate-wise as

∆At = δmax ⊙ tanh
(
ψθ(Encθ(u0:Hp−1))

)
, (6)

where δmax ∈ Rda bounds each coordinate of the unscaled
residual and is shared across timesteps. The element-wise
tanh enforces these ranges. The mask M determines which
coordinates are edited, while α additionally scales the final
action change in Eq. (2).

C. Offline Refiner Training

ASRR reuses demonstrations already available for policy
adaptation. At each demonstration state, the frozen policy
produces Ab,t and any exposed context, while the corre-
sponding future demonstration actions provide the target A⋆

t .
These tuples are cached once, after which refiner optimiza-
tion proceeds entirely offline with the base policy fixed. The
cache decouples refiner updates from base-policy inference
and backpropagation; no additional environment interaction
or reward optimization is needed.

Let ∇h∆at = ∆aht −∆ah−1
t denote the temporal residual

difference. We optimize the composed sequence with

L(θ) = ED

[
1

Zw

Hp−1∑
h=0

wh ℓ(ã
h
t , a

⋆,h
t )

+ λ∆∥M ⊙∆At∥2F

+ λs

Hp−1∑
h=1

∥Mh ⊙∇h∆at∥22

]
,

(7)

Here, D denotes the cached training tuples, Mh is the mask
for the h-th action, and ℓ is a supervised reconstruction loss.
The horizon weights wh are normalized by Zw =

∑
h wh.

The coefficients λ∆ and λs control residual-magnitude and
temporal-smoothness regularization, respectively. Each pol-
icy instantiation uses the applicable regularization terms.
Proposals, targets, masks, and residuals are represented in
the same policy-native action space, preserving the existing
action-decoding and conversion pipeline.

D. Execution-Aligned Refinement

Action-sequence policies may predict more future actions
than they directly use before replanning. Let Hp denote the
predicted sequence length and Hr ≤ Hp the portion editable
by ASRR; the timestep component of M leaves actions
beyond Hr unchanged. The refined sequence is then passed
to the native execution operator of the frozen policy,

Aexec
t = Ebase(Ãt), (8)

where Ebase may perform direct prefix execution or temporal
aggregation. ASRR edits the proposal while preserving the
controller’s native replanning rule.

The useful Hr depends on how much of the proposal
influences execution. ACT exposes this sensitivity because
direct chunk execution and temporal aggregation use the
predicted sequence differently; Section IV-B evaluates this
effect. For DP and VLA policies, we retain the native action
horizon and execution protocol of the base controller.

IV. EXPERIMENTS

We organize the experiments around four questions. First,
can an established action-sequence policy be improved by
editing its proposal alone? Second, does the same output-
space interface extend to modern VLA policies? Third, how
do base competence, policy-side context, and adaptation cost
shape the value of refinement? Finally, do these gains transfer
to physical robot execution? ACT and DP, VLA comparisons,
and three real-robot tasks address these questions in turn.

A. Experimental Setup

We evaluate ACT on bimanual insertion and transfer cube,
DP on Robomimic Square and Transport [14], and π0.5
and OpenVLA-OFT on all four LIBERO suites [25]. The
π0.5 policy is adapted to LIBERO with LoRA, whereas
OpenVLA-OFT uses the released LIBERO fine-tuned check-
point. All base policies remain frozen during ASRR training.

All refiners are trained offline from cached base pro-
posals and demonstration targets in the corresponding
policy-native action space. ACT evaluates action-only and
qpos-conditioned refinement, DP evaluates action and low-
dimensional context variants, and VLA refiners use bounded,
masked corrections while preserving native execution pro-
tocols. For π0.5, α is selected by paired success on rollout
states separate from the final test, with a candidate calibrated
on held-out demonstrations included in the search. Each
shared refiner uses one scale across all suites.

Success rate is the primary metric, and Table I reports the
evaluation count N . The π0.5 comparisons use 400 paired
rollouts per suite, with aggregate gain intervals estimated
by paired bootstrap resampling within tasks. OpenVLA-
OFT results are averaged over three 500-pair rounds. Rescue
denotes a base failure corrected by ASRR, whereas harm
denotes a base success changed to failure; these counts are
totals except for OpenVLA-OFT, which reports per-round
means.

B. Refining Action-Sequence Policies

Table I summarizes the simulation results. ACT and DP
isolate what can be learned from the proposal and when
context helps.

ACT provides the cleanest test of whether an action
proposal is itself repairable. The action-only refiner improves
temporal insertion success by 21.7 pp and transfer cube by
6.0 pp, without visual or state input to the refiner. Providing
qpos as additional context does not improve over action-
only refinement in the main temporal setting. These results
show that the predicted action chunk itself provides useful
information for local correction.

Execution mode changes the useful refinement horizon
(Fig. 3): direct chunk execution favors H30, whereas tem-
poral aggregation favors H80. The editable horizon thus
depends on how the controller consumes the sequence.

DP extends the interface from deterministic chunks to
denoised trajectories. The selected configurations improve
Square by 10.4 pp and Transport by 8.0 pp on average.
Table I selects across configurations for each task/checkpoint,



TABLE I
SIMULATION RESULTS. N DENOTES EVALUATIONS PER CONDITION; ∆ IS PERCENTAGE-POINT GAIN. PARAMETERS ARE BASE/REFINER MILLIONS;
DP REPORTS ITS STANDARD CONTEXT-CONDITIONED REFINER. EVALUATION PROTOCOLS AND METRIC DEFINITIONS APPEAR IN SECTION IV-A.

Family Method Task / suite (N ) Base (%) Refined (%) ∆ (pp) Rescue Harm Params (M)

Insertion (300) 34.0 55.7 +21.7 +90 −25 83.92/0.160
ACT

Transfer (300) 89.3 95.3 +6.0 +30 −12 83.92/0.160

Square (250) 81.6 92.0 +10.4 +38 −12 65.88/0.682
Policy

DP
Transport (250) 76.0 84.0 +8.0 +39 −19 66.92/0.709

Spatial (400) 89.5 95.8 +6.3 +34 −9 3300/4.0

Object (400) 75.8 93.5 +17.8 +83 −12 3300/4.0

Goal (400) 76.0 85.5 +9.5 +53 −15 3300/4.0
π0.5

LIBERO-10 (400) 57.3 81.5 +24.3 +111 −14 3300/4.0

Spatial (400) 89.5 96.0 +6.5 +34 −8 3300/4.0

Object (400) 75.8 92.3 +16.5 +80 −14 3300/4.0

Goal (400) 76.0 84.8 +8.8 +51 −16 3300/4.0

π0.5
shared

LIBERO-10 (400) 57.3 80.3 +23.0 +112 −20 3300/4.0

Spatial (3×500) 92.8 93.4 +0.6 +8.7 −5.7 7540/7.66

Object (3×500) 98.8 99.1 +0.3 +5.0 −3.3 7540/7.66

Goal (3×500) 96.4 97.3 +0.9 +9.3 −5.0 7540/7.66

VLA

OpenVLA-OFT

LIBERO-10 (3×500) 95.2 96.0 +0.8 +11.0 −7.0 7540/7.66

while Fig. 4(b) compares results selected within each context
type. Observation and observation-plus-mode conditioning
achieve the strongest context-specific averages, suggesting
that state information helps interpret the denoised proposal.
Gains remain positive on average under fresh evaluation
seeds, although their magnitude varies with evaluation con-
ditions.

C. VLA Refinement and Analysis

a) VLA refinement across tasks: We next evaluate
output-space refinement on VLA policies. At the 10k
π0.5 checkpoint, suite-specific ASRR-C improves all four
LIBERO suites, with a 14.4 pp average gain (Table I). The
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Fig. 3. Effect of refinement horizon on ACT insertion. Curves use three
seeds; dashed base references use six seeds. Direct chunk execution favors
H30 and temporal aggregation H80.

gains extend action-sequence editing to native flow-generated
proposals while keeping the 3.3B-parameter base frozen.

A jointly trained ASRR-C refiner achieves a similar 13.7
pp average gain and improves every suite using a single
model. Its performance remains close to suite-specific re-
finement, showing that a common output-space refiner can
serve related task suites.

OpenVLA-OFT provides an additional evaluation on
a high-success public base. ASRR yields positive mean
changes on all four suites, ranging from 0.3 to 0.9 pp. The
following same-run study examines how refinement changes
with training progress within one policy architecture.

b) When refinement is most useful: We compare check-
points from the same π0.5 LoRA run with their corresponding
refiners (Fig. 4(a)). Average base success increases from
62.0% at 5k to 91.3% at 30k, while the average suite-
specific gain decreases from 18.9 to 4.6 pp. Shared refine-
ment exhibits the same overall tendency, with gains of 18.3
and 4.3 pp at these endpoints. All aggregate paired 95%
gain intervals lie above zero. Across the evaluated check-
points, refinement provides larger absolute improvements
when the base already produces useful behavior but still
makes frequent errors, while remaining beneficial at higher
base success rates.

c) Context and adaptation efficiency: Following the
ACT and DP comparisons, we examine action-only and
context-conditioned refinement on π0.5 (Fig. 4(b)). At 10k,
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TABLE II
RECORDED COMPUTE FOR CONTINUED LORA AND ASRR.

Checkpoint pair 5k→10k 10k→20k 20k→30k

Continued LoRA (GPU-h) 15.79 31.51 31.18
ASRR cache (GPU-h) 11.62 11.42 11.40
ASRR fitting (GPU-h) 0.19 0.13 0.12
Compute reduction (%) 25.2 63.3 63.1

Success (%)
62.0 →

80.9 / 74.6
74.6 →

89.1 / 91.2
91.2 →

96.4 / 91.3
ASRR − later Base (pp) +6.3 −2.1 +5.1

Four-suite results; ASRR-C keeps the earlier checkpoint frozen. Success:
starting Base → ASRR / later Base. GPU-hours sum continued LoRA
optimization or recorded ASRR cache extraction and fitting; rollout-based
scale selection and final evaluation are excluded.

the average suite-specific gain increases from 7.4 pp with
ASRR-A to 14.4 pp with ASRR-C; the corresponding
shared-refiner gains are 4.9 and 13.7 pp. Context-conditioned
refinement therefore achieves higher success in both con-
figurations. The variants also differ in parameter count, so
the comparison reflects their combined input and capacity
differences.

Adaptation cost. Table II compares suite-specific ASRR-C
with continued LoRA from the same checkpoint. Both use

RTX 5880 Ada GPUs: four for LoRA and one per cache
or refiner job. Recorded cache extraction and refiner fitting
use 25–63% fewer GPU-hours than continued LoRA. ASRR
exceeds the later base’s mean success in two comparisons
and falls 2.1 pp short in the remaining one.

Each π0.5 refiner has approximately 4M parameters,
0.12% of its base, and fits in a few minutes after caching.
Cache extraction dominates the recorded cost, but its outputs
can be reused across refiner variants at the same checkpoint
and demonstration set. This separates repeated corrective
optimization from expensive policy inference.

D. Real-Robot Evaluation

We evaluate corn-to-plate, block-to-holder, and block-
stacking tasks using a Piper arm and two Intel RealSense
D455 cameras. Within each task, both methods use the same
frozen base policy and are evaluated over 80 trials each with
manual resets.

ASRR improves all three tasks (Fig. 5). Corn-to-plate rises
from 58/80 to 65/80 successes (+8.8 pp), block-to-holder
from 53/80 to 57/80 (+5.0 pp), and block stacking from 43/80
to 48/80 (+6.3 pp). Aggregated across 240 trials per method,
success increases from 154/240 (64.2%) to 170/240 (70.8%),
a 6.7 pp gain.
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V. DISCUSSION

a) Action proposals as adaptation interfaces: The ACT
results suggest that the temporal structure expressed by a pol-
icy can support correction without reprocessing perception
or updating base weights. DP and the VLA instances extend
this view: context can help interpret the proposal, while the
object being edited remains the action sequence. A shared
interface does not require identical feature encoders or one
set of weights across unrelated policies.

b) Intended regime and intervention strength: The
same-run π0.5 study shows larger absolute gains at earlier
checkpoints. The compute comparison supports concentrat-
ing further optimization in a refiner once meaningful task
behavior has emerged. Rescue/harm outcomes also show
that an aggregate gain does not imply that every individual
correction is beneficial.

c) Scope and limitations: Static demonstration caches
may not cover the states visited after repeated correction, and
pose-only refinement leaves gripper commands unchanged.
DP gains weaken under fresh evaluation seeds, while the π0.5
study covers one base-training run and one formal evaluation
round. The physical study covers three tasks on one robot
setup. Bounding the residual limits action changes; collision

avoidance still requires separate assessment. Broader de-
ployment therefore requires evaluating the refined controller
under its intended operating conditions.

VI. CONCLUSION

We proposed and validated direct editing of predicted
action sequences as an adaptation interface for competent
but imperfect robot policies. ASRR implements this idea
with a lightweight residual refiner trained offline on cached
policy outputs and existing demonstrations, while keeping
the base policy fixed. Its training procedure is straightfor-
ward: demonstration actions provide supervised targets, and
optimization involves only the small refiner. Reusable caches
support repeated refiner optimization, while refined proposals
follow the original controller’s execution rule. Experiments
across conventional action-sequence policies, VLAs, and
three real-robot manipulation tasks demonstrate the practical
value of this design. Checkpoint comparisons further show
that refinement can approach or exceed later base perfor-
mance with lower recorded cache-and-fitting compute than
continued LoRA optimization. Separating action generation
from correction thus offers a practical way to focus a limited
adaptation budget on improving an already useful policy.
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